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Abstract

Least squares methods are effective for solving systems of partial differential
equations. In the case of nonlinear systems the equations are usually linearized
by a Newton iteration or successive substitution method, and then treated as
a linear least squares problem. We show that it is often advantageous to form
a sum of squared residuals first, and then compute a zero of the gradient with
a Newton-like method. We present an effective method, based on Sobolev gra-
dients, for treating the nonlinear least squares problem directly. The method
is based on trust-region subproblems defined by a Sobolev norm and solved by
a preconditioned conjugate gradient method with an effective preconditioner
that arises naturally from the Sobolev space setting. The trust-region method
is shown to be equivalent to a Levenberg-Marquardt method which blends a
Newton or Gauss-Newton iteration with a gradient descent iteration, but uses a
Sobolev gradient in place of the Euclidean gradient. We also provide an intro-
duction to the Sobolev gradient method and discuss its relationship to operator
preconditioning with equivalent operators.

keywords: Gauss-Newton; least squares; Levenberg-Marquardt; operator
preconditioning; Sobolev gradient; trust region

1. Introduction

The basic idea of the least squares method for treating a system of partial
differential equations is to minimize a discretization of a weighted sum of squared
residuals, where there is a residual associated with each equation. In the case of
a finite element method, the minimization problem is formulated with solutions
in an appropriate Sobolev space V , and a critical point is sought in a finite
dimensional space V h, where V h usually consists of piecewise polynomials with
local support on a grid with mesh-width h. Convergence of approximations to
true critical points as h → 0 requires that V h be a subset of V (so that V h is
a conforming finite element space), and an optimal rate of convergence requires
that the weights be chosen appropriately. See, for example, [3], [4], [5], and
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[16] for background on first-order system least squares (FOSLS) treatment of
second-order PDEs in the context of finite element methods.

The primary alternative to the least squares method is the Galerkin method
in which the residuals are forced to be orthogonal to a space of test functions.
Both methods are universal in the sense that virtually any PDE can be treated,
but the least squares method has some significant advantages, especially in the
case of mixed methods.

• The linear systems that arise from discretization and linearization are sym-
metric and positive definite allowing use of the conjugate gradient method
which is more robust and efficient than the methods, such as MINRES or
SYMMLQ, required to treat the saddle-point type linear systems that
arise from the Galerkin method applied to Navier-Stokes, Maxwell, and
magnetohydrodynamics (MHD) problems.

• The choice of finite element space is not limited to pairs that satisfy the
discrete LBB consistency condition ([1]). We can use equal-order polyno-
mial approximations for all variables.

• It is usually not necessary to use upwinding or artificial viscosity to achieve
stability.

• The least squares method is less sensitive to changes in the type of PDE
(as, for example, in transonic flow problems).

• The least squares functional serves as an error indicator (on each element,
as well as globally) which can be used both to monitor convergence and
for adaptive mesh refinement.

• Essential boundary conditions and more general side conditions are easily
treated (as additional residuals).

It is well-known that the method of steepest descent is generally not an effec-
tive means of minimizing an energy functional, particularly one associated with
a discretized system of differential equations. The Sobolev gradient method,
however, has been proven quite effective for treating PDEs; see [29]. Most of
the applications to date have been in a finite difference setting, but the follow-
ing papers employ the Sobolev gradient method in the context of finite element
methods: [2], [39], [40], [32], and [12]. Carey and Jiang applied Sobolev pre-
conditioning to the linear least squares problem in [8] and extended the method
to nonlinear problems in [9]. Also, Carey and Richardson discuss the Sobolev
gradient method for treating first-order systems using least squares ([37] and
[10]).

Despite its large and growing number of successful applications, the Sobolev
gradient method is not widely known. We therefore provide a brief introduction
here, beginning with a definition. Suppose J ∈ C1(H) for a real Hilbert space
H. Then for each u ∈ H, since the Fréchet derivative J ′(u) is a bounded linear
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functional on H, by the Riesz Representation theorem there is a unique element
of H, termed the Sobolev gradient ∇SJ(u), such that

J ′(u)[δu] = 〈δu,∇SJ(u)〉H ∀δu ∈ H.

This equation generalizes a property of the standard Euclidean gradient, and
serves as an alternative definition. Another property is that of steepest ascent:

‖∇SJ(u)‖H = sup
‖δu‖H=1

|J ′(u)[δu]|;

i.e., ∇SJ(u) is the direction (variation δu) that maximizes the increase in J per
unit change in u. Note that this change is measured in the H norm, and different
norms lead to significantly different directions. The standard Sobolev gradient
method is a gradient descent method (steepest descent or nonlinear conjugate
gradient) in which the Euclidean gradient is replaced by a discretization of a
Sobolev gradient. The iteration then mimics and accurately approximates a
descent iteration in the Sobolev space. It is necessary to use a Sobolev gradient
to retain the smoothness of elements in H.

In order to see how the Sobolev gradient is computed, suppose Ω is a bounded
open subset of Rn for n = 2 or n = 3, and consider a Sobolev space H = H(Ω)
involving first-order derivatives. The standard inner product on H is defined
by a differential operator D : H → L2(Ω)k involving derivatives of order 0 and
order 1:

〈u, v〉H = 〈Du,Dv〉L2(Ω)k .

If, for example, H = H1(Ω), then D =
(
I
∇
)

for identity I and Rn-gradient
operator ∇ with k = n + 1. If H = H(div) = {u ∈ L2(Ω)n : ∇ · u ∈ L2(Ω)},
then D =

(
I

div
)

for divergence operator div. In any case, the Sobolev gradient
now satisfies

J ′(u)[δu] = 〈δu,∇SJ(u)〉H = 〈Dδu,D∇SJ(u)〉L2(Ω)k .

In order to preserve Dirichlet boundary conditions on u, we restrict variations
to H0 = {δu ∈ H : δu = 0 on ∂Ω}. If we also assume sufficient regularity that
J has a gradient ∇J(u) in L2(Ω), and the divergence theorem can be applied,
then

J ′(u)[δu] = 〈δu,∇J(u)〉L2(Ω) = 〈δu,D∗D∇SJ(u)〉L2(Ω)

for all δu ∈ H0 so that the Sobolev gradient and L2 gradient are related by

∇SJ(u) = (D∗D)−1∇J(u).

In a finite element method the discretized Sobolev gradient is computed by
solving a linear system with the Euclidean gradient as right hand side, and a
linear operator with components 〈φi, φj〉H for basis functions φi. In the case of a
finite difference method the linear operator is DtD, where D now denotes a finite
difference approximation to the differential operator, and Dt denotes matrix
transpose. For the caseH = H1(Ω), DtD = I−∆, where ∆ denotes a Laplacian,
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and more generally, (DtD)−1 is a smoothing operator that restores two orders
of differentiability to the gradient. When second or higher order derivatives are
involved and linear systems are solved iteratively, since the condition number
increases with the order of differentiation, it is generally more efficient to apply
a first-order smoothing operator more than once rather than use a higher order
smoothing operator.

In the steepest descent iteration un+1 = un−αn∇SJ(un) = un−αn(DtD)−1

∇J(un), DtD may be viewed as a preconditioner for the nonlinear system of
equations ∇J(u) = 0. Note that if DtD is the Jacobian of ∇J(un), then the
descent iteration is a damped Newton iteration. More generally, the effectiveness
of the preconditioner is determined by how well it approximates the Jacobian
of ∇J(un) (Hessian of J(un)). This naturally arising preconditioner is not only
useful for preconditioning steepest descent when a better Hessian approximation
is too expensive to compute, but may also be useful when a Newton or quasi-
Newton iteration is used to compute a zero of ∇J ; it is often an excellent
choice for preconditioning the linear systems at each step. More generally, it is
an often-overlooked choice for preconditioning a conjugate gradient method for
treating linear systems arising from discretized differential equations. For many
problems a mesh-independent convergence rate can be achieved at a cost per
iteration only slightly higher than Jacobi preconditioning.

Differential operators are unbounded and have infinite condition numbers in
the L2 norm, and linear systems arising from discretization of elliptic PDEs have
condition numbers that increase without bound as the mesh width h approaches
zero. In order for a preconditioned conjugate gradient method to achieve a
mesh-independent rate of convergence, the preconditioner Bh must be spectrally
equivalent to the linear operator Ah that it approximates; i.e., the corresponding
energy norms must be equivalent on an appropriate domain H: ‖·‖Ah

≡ ‖·‖Bh
,

where ‖u‖2Ah
= 〈u,Ahu〉 for all u ∈ H and an appropriate inner product. In [13]

it is shown that if Ah and Bh are spectrally equivalent and Ah → A, Bh → B
pointwise, then A and B are equivalent with the same bounds. In order to have
equivalence of the discretized operators for all h it is therefore necessary (but not
sufficient) to have equivalence of the operators A and B. A complete theory of
equivalent operators is developed in [13], [26], [17], [15], and [27]. This operator
preconditioning idea is extended to nonlinear monotone elliptic operators in [14],
[18], and [19], wherein the Sobolev gradient method is described as an organized
framework for preconditioning of iterative methods.

Although our focus here is on Sobolev gradients as an efficient numerical
method for computing critical points rather than as a tool for advancing the
theory of PDEs, we briefly introduce the underlying theory. Following is a
restatement of the first two theorems in Chapter 4 of [29].

Theorem 1.1. Suppose J is a nonnegative C1 function with a locally Lipschitz
continuous gradient on a Hilbert space H. Then for each v ∈ H there is a unique
function z : [0,∞)→ H such that

z(0) = v, z′(t) = −∇SJ(z(t)), t ≥ 0.
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Also, if u = limt→∞ z(t) exists, then ∇SJ(u) = 0.

A subsequent theorem reduces existence of the limit u to a gradient inequal-
ity

‖∇SJ(v)‖H ≥ cJ(v)1/2

for c > 0 and v in a subset of H. By applying the fundamental theorem for
ODE’s generalized to Banach spaces, questions of existence and uniqueness of
solutions u to a PDE ∇J(u) = 0 are thus reduced to properties of Sobolev
gradients. This is a first step toward a general theory of PDEs, and it is from
this that the theory of Sobolev gradients derives much of its power. In [22] we
present existence, uniqueness, and convergence results for a gradient flow with
a Sobolev gradient based on a stepwise varying inner product as described in
Section 4 below.

We describe the least squares problem in the following section and discuss
its solution by a gradient descent method in Section 3. Section 4 is addressed to
weighted Sobolev gradients which extend gradient descent methods to Newton-
like methods. The gradient descent method is placed in the context of operator
preconditioning in that section. We present a new trust-region method in Sec-
tion 5, we summarize some test results in Section 6, and Section 7 concludes
the paper.

2. Minimization problem

For simplicity of exposition we assume a two-dimensional domain and a
system of m PDEs involving a single real-valued function. Let Ω be a bounded
open region in R2 with a sufficiently regular boundary, and let H = H1(Ω),
let K = L2(Ω)3, and define D : H → K by Du =

(
u
∇u
)
. For L = L2(Ω)m

define a vector of weighted residuals by r : R3 → Rm, where r(Du) ∈ L and
r′ is continuous on R(D) with r′(Du) a bounded linear transformation from
R(D) to L for each u ∈ H, R(D) denoting the range of D along with the norm
inherited from K. Now define a least squares functional J : H → R by

J(u) = F (Du) =
1
2
〈r(Du), r(Du)〉L.

The C1 continuity requirement on r is a sufficient condition for F ∈ C1(R(D)):

|F ′(Du)[Dδu]| = |〈r′(Du)[Dδu], r(Du)〉L| ≤ ‖r′(Du)[Dδu]‖L‖r(Du)‖L
≤ C1‖Dδu‖K‖r(Du)‖L = C‖Dδu‖K ∀δu ∈ H,

where C = C1‖r(Du)‖L and C1 = ‖r′(Du)‖L(R(D),L). We also have

|J ′(u)[δu]| = |F ′(Du)[Dδu]| ≤ C‖Dδu‖K = C‖δu‖H ∀δu ∈ H,

so that J ∈ C1(H) (J is Fréchet differentiable on H).
The problem is to find a critical point of J that satisfies some boundary

conditions. We require an initial solution estimate u0 ∈ H that satisfies the
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boundary conditions, and we restrict variations to the linear subspace H0 ⊂ H
associated with homogeneous boundary conditions so that u0 + δu coincides
with u on the boundary for all δu ∈ H0. The spaces H and H0 share the same
Sobolev inner product:

〈v, w〉H = 〈Dv,Dw〉K .

Boundary conditions and more general constraints can be satisfied in a weak
sense by adding components to r. The problem and its treatment are read-
ily generalized to a three-dimensional domain and more than one dependent
variable u. The separation of the differential operator D from the nonlinear
algebraic operator F is a key idea that exposes D∗D as a naturally arising
preconditioner. Refer to (4) below.

Some systems naturally lend themselves to the above formulation in terms of
minimizing a first-order energy functional. The Ginzburg-Landau model of su-
perconductivity, for example, involves a first-order energy functional J ∈ C1(H);
see [34] and [21]. The residuals at critical points of J are not small in that case.
Note that, even when we seek zero residuals, the discretized system may be
overdetermined so that we cannot expect to compute a zero of J . It is the norm
of the gradient of J rather than the magnitude of J that serves as an error
estimate and defines convergence. The magnitude of J , however, may serve as
an alternative error indicator for choosing the elements to be refined.

Equations with second and higher-order derivatives are often converted into
first-order systems, at the cost of adding more variables, in order to reduce
the condition numbers of linear systems and, equally important, to weaken
the continuity requirements. A conforming piecewise polynomial finite element
subspace of H2(Ω) consists of continuously differentiable functions on Ω. The
C1 continuity requirement is problematic. In the univariate case we can use
Hermite cubic interpolation of nodal values and first derivatives, and in the 2D
case there are elements such as the Clough-Tocher element ([11]) that provide
C1 continuity at a reasonable cost, but in three dimensions the complexity of
the C1 continuity requirement is overwhelming. Thus, even though a critical
point of J might have components in H2(Ω) (or even in C2(Ω)), a conforming
finite element space without restriction to C1 functions implies that no such
restrictions be placed on the domain of J . It should be noted however that,
in the case of a nonlinear system, conversion to first-order is not sufficient to
obtain residuals in L2(Ω) with solution space H. In particular, a convective
term u · ∇u with components of u in H1(Ω) is not necessarily in L2(Ω). This
observation seems to have been overlooked in the literature.

The usual approach to treating a nonlinear first-order system r(u) = 0 is to
first linearize the system with a Newton or fixed-point iteration, then discretize
the equations, and solve a linear least squares problem at each iteration. In the
Sobolev gradient method, on the other hand, we begin with a nonlinear least
squares functional J(u) = (1/2)‖r(u)‖2L, discretize the functional, and then
compute critical points as zeros of the gradient of the discretized functional. If
we use a Gauss-Newton method to find a zero of ∇J(u), then our procedure
is equivalent to using a Newton iteration to find a zero of r(u) in the usual
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approach. Our method has the advantage that it is often beneficial to switch
from a Gauss-Newton iteration to a Newton iteration (for a zero of the gradient)
once the approximation is close enough to the solution that the Hessian of
J is positive definite. In fact, unless the residuals at the solution are small,
the Newton iteration may be necessary in order to achieve a quadratic rate
of convergence. With the trust-region method described in Section 5, we can
blend Newton’s method with gradient descent, allowing an indefinite Hessian,
and eliminating the need to test for positive definiteness.

The Ginzburg-Landau equations are associated with the gradient of an en-
ergy functional that consists of a sum of squares to begin with; we seek a zero of
the gradient of J(u) = ‖r(u)‖2, but r generally has no zero. There are two stan-
dard approaches to this problem: a Newton iteration applied to the discretized
equations, and evolution to steady-state of the discretized time-dependent equa-
tions. The latter method circumvents the difficult problem of finding an initial
estimate for which the Newton iteration converges. In both cases, the nonlinear
natural boundary conditions are enforced at each iteration or time step. The
Sobolev gradient method has the advantage that the natural boundary condi-
tions are built into the discretized energy functional, and need not be satisfied at
every iteration. The ideas presented here were applied with remarkable success
to the Ginzburg-Landau equations ([23]). In a few minutes of computing time
on a workstation we were able to reproduce results that had required hours of su-
percomputer time for a method based on evolving the time-dependent equations
([36]). A central theme of [36] is that computed results are sensitive to mesh
resolution, inadequate resolution leads to spurious solutions which are difficult
to distinguish from true solutions, and, consequently, many results reported in
the literature are suspect. Because our method achieves a quadratic rate of
convergence, it quickly and reliably computes critical points of the discretized
energy functional to within the limits of the machine precision, and we have
found no sensitivity to mesh resolution. With relatively low resolution and no
need for mesh refinement studies we are able to remove any ambiguity about
what constitutes a ’solution’.

3. Gradient descent method

As mentioned in the introduction, the Sobolev gradient method may be
viewed as treating a boundary value PDE problem as an initial value ODE in a
Sobolev space:

z(0) = u0, z′(t) = −∇SJ(z(t)), t ≥ 0,

where ∇SJ : H → H0 denotes a Sobolev gradient operator which depends on
the norm attached to H0. The explicit Euler method for discretization of the
ODE results in a discrete steepest descent iteration:

un+1 = un − αn∇SJ(un),

where αn = ∆tn might be chosen to minimize or approximate a minimum of
J(un − α∇SJ(un)) over α ∈ R.
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In a finite difference setting the first step in treating the least squares prob-
lem is to represent u by a vector of discrete function values u ∈ RN and to
approximate J(u) using finite differences in place of derivatives. Then the only
obvious choice for the gradient in a gradient descent method is the Euclidean
gradient whose components are partial derivatives of J(un) with respect to the
components of un.

In a finite element method, on the other hand, we begin and end in func-
tion spaces and are therefore forced to consider the more general concept of a
gradient. In this case the spatial discretization consists of replacing u ∈ H by
uh =

∑N
j=1 ujφj , where {φj}Nj=1 is a basis for an N -dimensional finite element

subspace V h of H and h denotes mesh width. The approximation space V h is
isomorphic to the vectors of coefficients (nodal function values in the case of
Lagrangian polynomial basis functions) in RN .

The partial derivatives of J(uhn) with respect to the nodal function values ui
(the Euclidean gradient components) are the orthogonal projections in L2(Ω)
of the L2 gradient onto the basis functions. This defines a linear system which
can be solved for the coefficients defining the discretized L2 gradient. The L2

gradient however does not generally exist for J defined on all of H. The method
thus lacks integrity. This is born out by numerical tests in which the iteration
converges very slowly if at all; see, e.g., [29].

The Euclidean gradient components are also the orthogonal projections in
H1(Ω) of a Sobolev gradient onto the basis functions, where the Sobolev gradient
of J is well defined for all u ∈ H. The Sobolev gradient is associated with the
Sobolev inner product attached to H. J ∈ C1(H) means that at every point
u ∈ H, J ′(u) is a bounded linear functional on H0 and therefore by the Riesz
Representation theorem is uniquely represented by an element of H0 — the
Sobolev gradient g1(u) = ∇SJ(u):

J ′(u)[δu] = 〈g1(u), δu〉H = 〈Dg1(u), Dδu〉K

for all δu ∈ H0. Similarly, F ′(Du) is a bounded linear functional on R(D) and
is uniquely represented by a gradient gF (Du) = ∇F (Du) ∈ R(D):

J ′(u)[δu] = F ′(Du)[Dδu] = 〈gF (Du), Dδu〉K .

We thus have

〈Dg1(u), Dδu〉K = 〈gF (Du), Dδu〉K ∀δu ∈ H0. (1)

It is important to note here that D is bounded on H but not on L2(Ω),
and J ′(u) is not assumed to be continuous in the L2(Ω) norm for all u ∈ H,
and is therefore not represented by an L2 gradient. If, on the contrary, we
make the stronger regularity assumption that Dg1(u) and gF (Du) have compo-
nents in H1(Ω), then we can integrate by parts to get 〈D∗Dg1(u), δu〉L2(Ω) =
〈D∗gF (Du), δu〉L2(Ω) for all δu ∈ H0, and hence

D∗Dg1(u) = g0(u) (2)
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for L2 gradient

g0(u) = ∇J(u) = D∗gF (Du) = D∗r′(Du)∗r(Du). (3)

We reiterate that without restricting u to H2(Ω), (2) and (3) are only satisfied
in the weak sense of (1); i.e., (1) can be obtained by the Galerkin approach of
forcing D∗Dg1(u)−D∗gF (Du) to be orthogonal to δu and integrating by parts,
thus reducing the order of differentiation and required smoothness.

Note that the L2 gradient of J , even where it exists, is a poor choice for a
descent direction. The negative gradient direction maximizes the decrease in J
per unit change in u, where the change is measured in the L2 norm for the L2

gradient, or the H1 norm for the Sobolev gradient. The L2 norm is too crude
a measure, allowing rough variations δu for which ‖δu‖L2(Ω) = 1 while ‖δu‖H
is arbitrarily large. From (2), g0(u) has two fewer continuous derivatives than
g1(u); i.e., (D∗D)−1 is a smoothing operator that is applied to the L2 gradient
to obtain a variation for un such that un+1 remains in H.

The steepest descent iteration with the L2 gradient, when discretized in
space, is an iterative method for solving the (linear or nonlinear) system g0(u) =
0. With the Sobolev gradient, it is an iterative method for solving (D∗D)−1g0(u)=
0. Thus D∗D is a preconditioner whose effectiveness depends on how well it
approximates the Hessian of J , which is obtained by differentiating (3):

g′0(u) = D∗g′F (Du)D, (4)

where g′F (Du) denotes the Hessian of F at Du. For the simple case r(Du) =
Du−b, we have a quadratic function F (Du) = (1/2)‖Du−b‖2K . The Hessian of
F is the identity, so that the Hessian of J is D∗D, making the system perfectly
conditioned in this case. By separating the differential operator D from the
algebraic operator F , we see that the idea of preconditioning leads directly
to the Sobolev gradient method. It was observed in [37] that the part of the
Hessian that needs preconditioning is the part that is affected by the mesh
width — the derivative operator D. This applies to any functional that involves
derivatives; not just least squares. Sobolev preconditioning was first shown to
produce convergence rates independent of problem size in [28]. A central theme
of [14] and the literature on equivalent operators is that operator preconditioning
has the advantage over algebraic preconditioning that the condition number is
independent of the discretization so that the convergence rate is independent of
the mesh width and hence the problem size. This is made more precise in the
next section.

We turn now to the issue of computing the Sobolev gradient. In a finite
difference setting a discrete analogue of (2) is solved for g1(u). This involves a
linear system with a generalized Laplace operator

DtD = (I −∇t)
(

I
∇

)
= I −∆

modified to preserve boundary values, and the Euclidean gradient as the right
hand side. In the case of finite elements we discretize (1). This is the problem
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of computing gh1 ∈ V h0 = V h ∩H0 such that

〈Dgh1 , Dδuh〉K = 〈gF (Duh), Dδuh〉K

for all δuh ∈ V h0 . The vector of coefficients g ∈ RN is computed by solving the
order-N linear system Lg = d with

Lij = 〈φi, φj〉H =
∫

Ω

Dφi ·Dφj =
∫

Ω

φiφj +∇φi · ∇φj

and
di =

∫
Ω

gF (Duh) ·Dφi,

where we have substituted
∑N
j=1 gjφj for gh1 and φi for δuh. Note that the Eu-

clidean gradient components satisfy di = ∂J
∂ui

= J ′(uh)[φi] = 〈gh1 , φi〉H , and are
thus associated with projections of the Sobolev gradient onto the basis functions
in H1(Ω). The integrals are approximated by quadrature rules with enough ac-
curacy that no additional error is added to the discretization error. In order
to force homogeneous boundary conditions, d is projected onto the appropriate
subspace of RN (by simply zeroing the components associated with boundary
nodes), and L is modified to preserve the components of g that are associated
with boundary conditions (by replacing the corresponding rows and columns
by those of the identity matrix). In general there is a linear system for each
dependent variable and, since different boundary conditions may be imposed
on different variables, the matrices may not be identical, but they are indepen-
dent of the current approximation uhn, and they are sparse and positive definite.
Many efficient methods are available for solving the linear systems, including
multigrid methods, preconditioned conjugate gradient methods, and fast Pois-
son solvers. A direct method using a sparse Cholesky factorization of DtD or
the stiffness matrix L is also effective when the problem is not too large for the
available memory size.

In the case of a conjugate gradient method, it is not necessary to store the
matrices and right hand side vectors. Matrix-vector products can be accumu-
lated in a loop on elements with each element contribution computed indepen-
dently (and possibly concurrently). The element matrices may either be stored
or recomputed at each iteration. See, for example, [7].

4. Weighted Sobolev Gradients and Operator Preconditioning

The basic idea of weighted Sobolev spaces is to weight the terms in the
Sobolev inner product, where the weights are usually chosen to treat singularities
such as corner singularities associated with reentrant corners in a polygonal
or polyhedral domain, or singularities in the equations themselves ([24]). A
Sobolev gradient method designed for the latter case is described in [25]. A
generalization of this idea is to allow the inner product, and hence the gradient,
to vary with each step of a gradient descent method. This idea of a variable
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metric method was exploited in our treatment of the minimal surface problem
([33]). Newton’s method may be thought of as a gradient descent method with
stepwise varying inner product. While the ordinary gradient descent method
uses the direction of steepest descent, Newton’s method is, in a sense, optimal
with respect to both the direction and the inner product ([20]).

4.1. Gauss-Newton Method
For u ∈ H, suppose the Jacobian r′(Du) is bounded below with constant

C0 = C0(u) > 0 so that the following bilinear form defines an inner product on
the elements of H0:

〈v, w〉u = 〈r′(Du)[Dv], r′(Du)[Dw]〉L.

The corresponding norm ‖ · ‖u is equivalent to ‖ · ‖H with

C0‖v‖H = C0‖Dv‖K ≤ ‖v‖u = ‖r′(Du)[Dv]‖L ≤ C1‖Dv‖K = C1‖v‖H

for all v ∈ H0, where C1 = ‖r′(Du)‖L(R(D),L) is the operator norm. Thus J ′(u)
is bounded in ‖ · ‖u and therefore represented by a Sobolev gradient gu(u) ∈ H0

(since ‖gu(u)‖H ≤ (1/C0)‖gu(u)‖u):

J ′(u)[δu] = 〈gu(u), δu〉u = 〈r′(Du)[Dgu(u)], r′(Du)[Dδu]〉L
= 〈r′(Du)∗r′(Du)[Dgu(u)], Dδu〉K .

Hence
〈r′(Du)∗r′(Du)[Dgu(u)], Dδu〉K = 〈gF (Du), Dδu〉K (5)

for all δu ∈ H0. Just as (1) is a weak form of (2), (5) is a weak form of

HGN (u)gu(u) = g0(u), (6)

where HGN (u) = D∗r′(Du)∗r′(Du)D is the Gauss-Newton approximation to
the Hessian of J at u:

HN (u) = g′0(u) = D∗g′F (Du)D

for

g′F (Du) = r′(Du)∗r′(Du) +
m∑
i=1

ri(Du)(r′′i (Du)).

The steepest descent iteration with a discretization of this weighted Sobolev
gradient is therefore a Gauss-Newton iteration.

4.2. Newton’s Method
Now suppose r ∈ C2(R(D), L) and g′F (Du) is coercive and bounded with

spectral bounds 0 < µ0 ≤ µ1 <∞ so that

µ0 ≤
〈g′F (Du)[Dδu], Dδu〉K
〈Dδu,Dδu〉K

≤ µ1.
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Recall that J ′(u)[δu] = 〈Dg1(u), Dδu〉K = 〈gF (Du), Dδu〉K . Differentiating
this expressions gives

J ′′(u)[δu, δu] = 〈Dg′1(u)[δu], Dδu〉K = 〈g′F (Du)[Dδu], Dδu〉K .

Thus g′1(u) is also coercive and bounded with the same bounds:

µ0 ≤
〈Dg′1(u)[δu], Dδu〉K
〈Dδu,Dδu〉K

≤ µ1.

Note that the above expression is a weak form of

µ0 ≤
〈D∗Dg′1(u)[δu], δu〉K
〈D∗Dδu, δu〉K

=
〈g′0(u)[δu], δu〉K
〈D∗Dδu, δu〉K

≤ µ1.

Hence g′0(u) and D∗D are spectrally equivalent and define equivalent Sobolev
norms on H0. The Sobolev gradient gu(u) associated with the inner product
〈v, w〉u = 〈g′F (Du)[Dv], Dw〉K satisfies

〈g′F (Du)[Dgu(u)], Dδu〉K = 〈gF (Du), Dδu〉K (7)

which is a weak form of
HN (u)gu(u) = g0(u), (8)

so that steepest descent with a discretization of this weighted Sobolev gradient
is a Newton iteration. Also, the condition number of g′F (Du) is an upper bound
on the condition number of (D∗D)−1g′0(u) = g′1(u). If we use a discretization
of D∗D as preconditioner in a preconditioned conjugate gradient method for
computing Newton iterations, we obtain convergence rate (in the Sobolev norm)
r =

√
κ−1√
κ+1

for spectral condition number κ ≤ µ1/µ0. We make two remarks
regarding convergence rates.

1. The coercivity of g′F makes g1 a strictly monotone nonlinear operator on
H. This follows from (1) and the mean value theorem: for u, v ∈ H,

〈g1(u)− g1(v), u− v〉H = 〈Dg1(u)−Dg1(v), D(u− v)〉K
= 〈gF (Du)− gF (Dv), D(u− v)〉K
= 〈g′F (Dv + αD(u− v))[D(u− v)], D(u− v)〉K

for some α ∈ (0, 1) so that

〈g1(u)− g1(v), u− v〉H ≤ µ1‖u− v‖2H
and

〈g1(u)− g1(v), u− v〉H ≥ µ0‖u− v‖2H ≥ 0.

We can therefore define a condition number κ for the Sobolev gradient
g1 using upper and lower bounds on the generalized Rayleigh quotients
〈g1(u) − g1(v), u − v〉H/‖u − v‖2H , and again we have κ ≤ µ1/µ0. The
steepest descent iteration with the standard (unweighted) Sobolev gradi-
ent therefore converges with a rate independent of mesh width h. The rate
of convergence, however, may still be very slow for a nonlinear system.

12



2. The simple problem of minimizing

φ(u) =
1
2

∫ 1

0

(u′ − u)2,

has been used to introduce the Sobolev gradient method ([29]). A straight-
forward exercise shows that HN (u) = D∗D, where Du = [u u′]t and
HN (u) denotes the Hessian of φ, so that the steepest descent iteration with
the standard Sobolev gradient is in fact a Newton iteration. In this exam-
ple we have F (Du) = F (u, u′) = (1/2)

∫ 1

0
(u′ − u)2 ⇒ gF (Du) =

(
u−u′

u′−u
)

and

g′F (Du) =
(

1 −1
−1 1

)
which is not coercive. The spectral bounds on g′F (Du) are therefore suffi-
cient but not necessary for spectral equivalence of HN (u) and D∗D.

4.3. Preconditioned Gradient Descent Iteration
We now have a generalization of the steepest descent iteration for minimizing

a discretization of J(u):

un+1 = un − αnC−1
n ∇0J(un)

for symmetric positive definite matrix Cn, where ∇0J(un) now denotes the
Euclidean gradient and C−1

n ∇0J is the gradient operator associated with the
inner product 〈v, w〉Cn = 〈v, Cnw〉. The standard choices are as follows

• Cn = I: standard steepest descent

• Cn = diag(∇2J(un)): Jacobi preconditioning

• Cn = DtD: standard Sobolev gradient method

• Cn = Dt[r′(Dun)tr′(Dun)]D: Gauss-Newton

• Cn = ∇2J(un): Damped Newton iteration

There are tradeoffs among the preconditioners: I and DtD are independent of
un while the other three choices correspond to variable metric methods. The
last three are associated with Sobolev norms, and preserve the regularity of
un. If r(Du) = Du − b they are identical. The Newton and Gauss-Newton
iterations can achieve ultimate quadratic convergence rates. Each iterate can
be computed by the preconditioned conjugate gradient method with DtD as
preconditioner. All except the Gauss-Newton method apply to a more general
energy functional; i.e., are not restriced to a least squares problem.

There are also nonstandard choices for the metric. For example, an ex-
tremely effective preconditioner for the problem of minimizing the total varia-
tion seminorm

φ(u) =
∫

Ω

‖∇u‖

13



is

Cn = I −∇ ·
(
∇

‖∇un‖

)
.

We employed a similar metric for the minimal surface problem ([33]). In the sim-
ple case of minimizing curve length we found that the gradient descent method
with the analogous metric converged in a single iteration. It may be that for each
problem there is an ideal metric for which the corresponding gradient produces
an efficient steepest descent iteration. Even for the minimal surface problem,
however, we found it advantageous to eventually switch to a Newton iteration
with a quadratic rate of convergence. This switch entails some cost associated
with testing for a positive definite Hessian. The ideas described in the following
section effectively automate the process, resulting in an extremely robust and
elegant method.

5. Sobolev Trust-region Method

In this section we treat the discretized problem. The method may be im-
plemented with finite differences as well as in a finite element setting. To that
end, let un be an element of RN , and let V0 denote elements of RN that satisfy
homogeneous boundary conditions. The gradient descent iteration is

un+1 = un + d,

where d is a discretized Sobolev gradient in V0. We generalize the standard
trust-region problem by using the discretized Sobolev norm to define the radius.
The problem is that of minimizing the quadratic model

q(d) = J(un) + dt∇0J(un) +
1
2
dtHnd

subject to
‖d‖H =

√
dtDtDd ≤ ∆,

where Hn is a symmetric positive semidefinite matrix that approximates the
Hessian of J at un, and ∆ is the trust-region radius, which may be adjusted at
each step. Note that ∇0J(un) now denotes the Euclidean gradient, and DtD is
a matrix representation of D∗D. Choices for Hn include DtD, the discretized
Gauss-Newton approximation HGN , and the discretization of the actual Hessian
HN . The quadratic model thus agrees with the Taylor series expression for
J(un+1) in the first two or three terms. In contrast to a line search method,
both the length and direction of the step are changed simultaneously when the
radius is altered. Instead of choosing the search direction and then the step size,
we choose the maximum step size first and then the search direction. The ratio
of the actual reduction in J relative to the reduction predicted by the model is

ρ =
J(un)− J(un + d)

q(0)− q(d)
.
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After each step, if ρ falls below a tolerance, ∆ is reduced, and if ρ is large
enough, ∆ is increased. In our codes ∆ is reduced to ‖d‖H/4 if ρ < 1/4, and ∆
is doubled if ρ > 3/4 and the constraint is active. The step is rejected if ρ is not
positive. A rejected step requires solution of another trust-region subproblem,
but the gradient and Hessian need not be recomputed.

Note that the Euclidean gradient ∇0J(un) is projected onto V0, and the
blocks of DtD and Hn are adjusted so that both operators map V0 to V0. Then,
by the theorem below, the solution to the trust-region problem is an element
of V0. The following is a modification of Theorem 4.3 in [30]. It shows that
the descent iteration is a blend of a Newton-like method and the method of
steepest descent with the Sobolev gradient (DtD)−1∇0J(un). We refer to this
new method as the Levenberg-Marquardt-Neuberger (LMN) method. Like the
standard Levenberg-Marquardt method, it eliminates the potential problem that
the Newton or Gauss-Newton search direction may not be a descent direction
when, for example, the Jacobian r′(Du) is nearly rank-deficient.

Theorem 5.1. The trust-region problem has global solution d∗ if and only if
‖d∗‖H ≤ ∆ and there exists λ ≥ 0 such that

(Hn + λDtD)d∗ = −∇0J(un) (9)

and either λ = 0 or ‖d∗‖H = ∆.

Proof. Suppose d∗ is the solution of the trust-region problem. If ‖d∗‖H < ∆
then d∗ is the unconstrained minimizer of q, and hence

∇q(d∗) = ∇0J(un) +Hnd∗ = 0,

so that (9) is satisfied with λ = 0. If, on the other hand, ‖d∗‖H = ∆ then
d∗ satisfies the constrained problem of minimizing q(d) subject to ‖d‖H = ∆.
Define the Lagrangian function

L(d, λ) = q(d) +
λ

2
(dtDtDd−∆2).

A first-order necessary condition for d∗ to satisfy the equality-constrained min-
imization problem is that L have a stationary point at d∗; i.e.,

∇q(d∗) + λDtDd∗ = ∇0J(un) +Hnd∗ + λDtDd∗ = 0,

and (9) follows.
It remains to show that λ ≥ 0. By (9) d∗ minimizes

q̃(d) = J(un) + dt∇0J(un) +
1
2
dt(Hn + λDtD)d = q(d) +

λ

2
dtDtDd.

Hence, q̃(d) ≥ q̃(d∗), implying that

q(d) ≥ q(d∗) +
λ

2
((d∗)tDtDd∗ − dtDtDd) ∀d. (10)
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Suppose that (9) is satisfied only with λ < 0. Then q(d) ≥ q(d∗) when ‖d‖H ≥
‖d∗‖H = ∆. If follows that d∗ minimizes q subject to both ‖d‖H ≤ ∆ and
‖d‖H ≥ ∆; i.e., d∗ is the unconstrained minimizer of q. Equation (9) is therefore
satisfied with λ = 0, contradicting the assumption.

Now suppose there exists λ ≥ 0 such that (9) is satisfied and either λ = 0 or
‖d∗‖H = ∆. Then d∗ minimizes q̃, and (10) is satisfied. It follows that q(d) ≥
q(d∗) + (λ/2)(∆2 − dtDtDd) so that q(d) ≥ q(d∗) for all d with ‖d‖H ≤ ∆,
and d∗ therefore solves the trust-region problem.

From the theorem it follows that the trust-region method is equivalent to
a steepest descent iteration with step-size 1 and a Sobolev gradient defined by
the inner product

〈v,w〉 = vtHnw + λvtDtDw

for some λ ≥ 0 implicitly defined by the trust-region radius. With λ = 0 we
have a Newton or Gauss-Newton iteration. As λ increases, the linear systems
become better conditioned and the search direction approaches the direction of
steepest descent with the unweighted Sobolev gradient. We reiterate that the
Lagrange multiplier λ is defined implicitly by the choice of trust-region radius.
This is a more robust algorithm than one that adjusts λ directly. It is also
generally more efficient and robust than globalizing Newton’s method by a line
search. It is less sensitive to the choice of parameters.

We now consider a method for solving the trust-region subproblem. An
accurate solution is not easily computed, but convergence of the descent iteration
does not require an exact solution of the trust-region problem. An efficient
algorithm due to Steihaug ([41]) uses a modified conjugate gradient method to
approximately solve Hnd = −∇0J(un). This takes advantage of sparsity of Hn,
and need not be iterated to convergence. The algorithm also allows for indefinite
Hn. If a direction of nonpositive curvature is encountered or the trust-region
bound is violated, the algorithm returns the intersection of the search path with
the trust-region boundary.

A crucial property of the algorithm is that it generates a sequence of vectors d
which are monotonically increasing in Euclidean norm (as well as having mono-
tonically decreasing q values). This allows the algorithm to be terminated as
soon as the trust-region boundary is encountered. In order to apply this method
with our modified trust region definition, we make a change of variables d̂ = Ltd,
where LLt = DtD is a Cholesky factorization. Define ĝn = L−1∇0J(un) and
Ĥn = L−1HnL

−t. Then the trust-region problem is to minimize

q̂(d̂) = J(un) + d̂tĝn +
1
2
d̂tĤnd̂

subject to √
dtDtDd =

√
dtLLtd = ‖Ltd‖ = ‖d̂‖ ≤ ∆.

The conjugate gradient algorithm is applied to the problem of solving Ĥnd̂ =
−ĝn while monitoring ‖d̂‖ which increases monotonically. Note however that the
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change of variables is precisely the change of variables associated with precon-
ditioned conjugate gradient with DtD as preconditioner, and it is not necessary
to explicitly compute ĝn or Ĥn or even to compute the Cholesky factorization
unless we wish to use it for solving the linear systems involving DtD. This
preconditioner thus arises in a very natural way. If DtD is replaced by the
diagonal of Hn in (9), we obtain the standard Levenberg-Marquardt method.
That corresponds to Jacobi preconditioning in Steihaug’s method.

The process by which we arrived at the algorithm described above might have
been reversed. Beginning with Steihaug’s algorithm for treating the standard
trust-region problem, we wish to accelerate the method with a preconditioner.
Then, in order that the preconditioned conjugate gradient method produce a
monotonically increasing sequence of iterates, it is necessary to redefine the trust
region. If we choose DtD as the preconditioner, we find that the norm defining
the trust region radius must be the standard Sobolev norm.

An alternative to Steihaug’s method is a dogleg method in which the curved
trajectory d(∆) is approximated by a piecewise linear path that intersects the
trust-region boundary at most once ([30]). The path consists of a line segment
from 0 to du and a segment from du to dn, where dn = −H−1

n ∇0J(un) is the
Newton or Gauss-Newton direction, and du is the unconstrained minimizer of
q in the (Sobolev) steepest descent direction. This method also allows for an
indefinite Hessian, and we found it to be more efficient on some problems.

The generalized Laplace operator DtD, as a constant approximation to the
Hessian, is an obvious choice for the preconditioner. It has the same zero struc-
ture as the Hessian (or blocks of the Hessian in the case of more than one
dependent variable). Its simplicity lends itself to more effective parallelization
than alternatives. In contrast to an incomplete Cholesky factorization of Hn, a
sparse Cholesky factorization of DtD needs to be computed only once, and the
cost is amortized over the outer iterations. Alternatively, there are multigrid
methods and special methods such as fast Poisson solvers that are efficient for
this operator. Furthermore, DtD is an order-N matrix, while the Hessian is
order-kN for k equations in the first-order system.

We conclude this section with a final caveat. The LMN method (or equiva-
lent Sobolev trust-region method) does not use a linear combination of a New-
ton and gradient-descent direction which would be corrupted by using the L2

gradient. Rather, it is a blend of a Newton or Gauss-Newton method with a gra-
dient descent method resulting in a search direction associated with a weighted
Sobolev metric with step-varying weight. The LMN method therefore does not
have the same advantage over the LM method (in retaining the smoothness
of iterates) that the Sobolev gradient method has over the method of steepest
descent. Rather, it is probably more comparable to the problem-dependent ad-
vantage of the LM method (using the diagonal of the Hessian) over Levenberg’s
original method (using the identity matrix).

17



6. Test Results

We present test results for three different problems in the following three sub-
sections. The first set of test results is for a two-point boundary value problem,
and shows that the generalization of the trust region method to use the Sobolev
metric can result in a modest but consistent increase in efficiency. The second
problem involves the Navier-Stokes equations. In this case our results demon-
strate that DtD can be an effective preconditioner for iterative solution of linear
systems. The third subsection is addressed to the Ginzburg-Landau equations.
Here we again found the generalization of the trust region to be advantageous,
but the more important result is the enormous advantage of our approach, a
trust-region method for globalizing a Newton iteration for computing a zero of
the gradient of the discretized energy functional, over the alternatives — iter-
ating the time-dependent equations to steady-state, or treating the equations
directly.

6.1. Two-point Boundary Value Problem
The following two-point boundary value problem is referred to as Troesch’s

problem ([42]):
y′′(x) = λsinh(λy(x)), x ∈ (0, 1)

y(0) = 0, y(1) = 1.

The solution has a singularity in its first derivative at a point which approaches
1 from above as λ increases, thus giving rise to challenging numerics for λ values
of about 10 or more. We partitioned the domain [0, 1] uniformly into n = 100
subintervals of length h = .01, and employed a second-order accurate finite
difference method to discretize the sum of squared residuals in the equivalent
first-order system, with the unknown y values at the interior grid points, and
the unknown y′ values at the midpoints.

In order to compare the Sobolev trust region with the Euclidean trust re-
gion independently from the method for solving the linear systems, we used the
dogleg method rather than Steihaug’s method in our Matlab implementation.
We somewhat arbitrarily chose to blend gradient descent with Newton’s method
rather than the Gauss-Newton method. We computed inexact solutions to the
linear systems by the conjugate gradient method with Sobolev preconditioner
and convergence defined by an upper bound of min{0.5,norm(b)} on the Eu-
clidean norm of the residual relative to that of the right hand side b. For this
particular problem the increased number of outer iterations was more than com-
pensated for by the decreased number of conjugate gradient iterations in the
inexact solutions.

The initial solution estimate was taken from the linear interpolant of the
endpoint values, and convergence of the outer iteration was defined by a bound of
10−8 on the root-mean-square Euclidean gradient component. Table 1 displays
the iteration counts for an increasing sequence of λ values. The Sobolev metric
results in a modest improvement in efficiency.
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λ Sobolev Euclidean
10 164 173
15 232 253
20 265 305
25 337 377

Table 1: Two-point BVP: Newton iteration counts for Sobolev and Euclidean trust regions

6.2. Navier-Stokes
We used the Sobolev trust-region method in a finite element code for treat-

ing the velocity-vorticity-pressure formulation of the steady-state Navier-Stokes
equations in two dimensions. Refer to [35] for a detailed description of the prob-
lem and solution method. The method was tested on the standard lid-driven
cavity problem using two grids (a coarse grid and a fine grid) and an increasing
sequence of values of the Reynolds number Re. By using continuation on the
Reynolds number we were able to obtain good enough initial solution estimates
that the choice of metric defining the trust region made little difference. We
also found that, because the linear systems were quite ill-conditioned, a direct
solution method using a sparse Cholesky factorization was more efficient than
a conjugate gradient method. However, in order to compare the Sobolev pre-
conditioner with Jacobi preconditioning, we implemented Steihaug’s method
using both metrics. Convergence of the Gauss-Newton iteration was defined
by a bound of 0.5 × 10−4 on the relative change in the energy functional, and
convergence of the preconditioned conjugate gradient iteration was defined by a
bound of 0.5×10−5 on the relative residual. The results are reported in Table 2.
The coarse and fine grids are indicated by Nc = 50 and Nc = 100, respectively.
The iteration counts in columns 3 and 5 were obtained by totaling the counts
over all outer iterations. (The Gauss-Newton iteration counts ranged from 4
to 14). The execution times are in minutes on a MacBook Air running Matlab
version 7.13. The Sobolev preconditioner is more expensive to apply but, as
shown by the execution times, the reduced iteration counts more than compen-
sate for the higher cost. The other standard method for preconditioning linear
systems arising from least squares treatment of PDEs is an incomplete Cholesky
factorization. We implemented that (with a dogleg method for the trust region
subproblems) and found it to be less efficient than Jacobi preconditioning.

6.3. Ginzburg-Landau equations
We treated the Ginzburg-Landau equations by a Sobolev trust-region dogleg

method using the Hessian, and thus blending a Newton iteration with a Sobolev
gradient descent iteration. Refer to [23] for details of the problem and method.
We present results here computed by Fortran codes using finite differencing and
double precision. We took the domain to be a square with side length 5 and a
uniform 65 by 65 grid corresponding to mesh width 5/64. The Ginzburg-Landau
constant was taken to be κ = 4, and we used three values for the external
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Nc Re Sobolev PCG Sobolev Time Jacobi PCG Jacobi Time
50 100 2099 7.35 10060 8.97
50 400 3854 8.50 12563 9.66
50 1000 11004 13.99 26648 15.05
50 1500 18789 19.38 46608 20.42

100 100 4841 63.22 34295 84.20
100 400 4588 63.10 28229 71.90
100 1000 12303 98.49 43610 101.44
100 3200 29691 224.00 226641 360.50

Table 2: Navier-Stokes: PCG iteration counts and execution times for Sobolev/Jacobi pre-
conditioning

magnetic field H0: 4, 6, and 8. These parameters correspond to moderately
challenging problems with solutions having 4, 12, and 24 vortices, respectively.
Convergence was defined by a bound of 0.5×10−12 on the mean absolute gradient
component. This measure of convergence cannot be achieved by a method that
iterates the time-dependent system to steady state. Table 3 displays Newton
iteration counts for three methods: Levenberg-Marquardt-Neuberger using the
Sobolev metric, Levenberg-Marquardt using the diagonal of the Hessian, and
Levenberg using the Euclidean metric.

H0 Sobolev Diagonal Euclidean
4 23 34 33
6 22 35 129
8 63 168 144

Table 3: Newton iteration counts for κ = 4.

7. Conclusion

We have described the Sobolev gradient method and discussed its relation-
ship with operator preconditioning for both linear and nonlinear systems of
differential equations. A basic premise of the Sobolev gradient method is that,
in order to be effective, a gradient descent method must emulate an iteration
that preserves smoothness of the iterates in the Sobolev space. A basic premise
of equivalent operators is that a mesh-independent rate of convergence of an
iterative method requires that the operator and its preconditioner be discretiza-
tions of equivalent operators in an infinite dimensional function space. These
two premises lead to the same numerical methods, and the underlying theories
are intimately related. The Sobolev gradient method, however, encompasses
more than a mesh-independent rate of convergence. A gradient system in a
Sobolev space is a useful tool for proving existence and uniqueness theorems
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and thus advancing the theory of PDEs independent of any numerical method.
It thus unifies theory and numerics for differential equations.

Unlike algebra-based preconditioners, the Sobolev preconditioner arises in a
very natural manner from the Sobolev space setting. It not only improves the
rate of convergence of a descent iteration, but in some applications it can prevent
iterates from becoming trapped in local minima ([38]). Furthermore, there are
applications in which, rather than convergence, only the transient behavior is
of interest. In image smoothing via diffusion (either isotropic or anisotropic),
for example, Sobolev gradient flow is reversible, serving as an image sharpening
method, while the standard steepest descent method is unstable in the reverse
direction ([6]).

We showed that a gradient descent method applied to the first-order least
squares finite element treatment of PDEs requires a Sobolev gradient, and the
Sobolev gradient method is thus a natural byproduct. The requirement for ei-
ther a Sobolev gradient or a stronger regularity assumption has been overlooked
in the literature.

We also showed that, for the problem of minimizing a nonlinear least squares
functional involving derivatives, the Newton and Gauss-Newton methods are
gradient descent methods with gradients defined by stepwise variable inner prod-
ucts and equivalent to the standard Sobolev gradient. This led to the idea of
generalizing the Levenberg-Marquardt method to use a discretized Sobolev gra-
dient in place of the Euclidean gradient, and that led in turn to the trust-region
method based on a Sobolev norm. An alternative to the trust-region method
is a damped Newton or Gauss-Newton method with a line search such as that
of [31], or simple backtracking to ensure a sufficient decrease in the functional.
In either case, the standard Sobolev preconditioner DtD may be effective for
preconditioning the linear systems at each step of the outer iteration. In fact
the use of DtD as a preconditioner is not limited to least squares problems or to
nonlinear functionals or to Newton-like iterations. Because DtD approximates
the Hessian, it can be effective as a preconditioner for any iterative method for
finding critical points of an energy functional that involves a differential operator
D. On the other hand, an important conclusion of [13] is that mesh indepen-
dence is not sufficient for a good preconditioner, and DtD is not effective when
the coefficients of the derivatives vary rapidly. Nevertheless, it is effective for
many problems and should be added to the list of standard candidates.

It is not necessary, of course, that the differential operator D in the precon-
ditioner coincide with the operator that defines the solution space. As long as
the smoothing operator (DtD)−1 involves derivatives of sufficiently high order,
the regularity of approximate solutions is retained in the descent method. Also,
as mentioned in the introduction, it is often possible and more efficient to apply
a low-order smoothing operator more than once rather than using an operator
based on second or higher derivatives.

An important contribution of this paper is the simple observation that min-
imizing a nonlinear functional by computing a zero of the gradient after dis-
cretizing may be more effective than treating a nonlinear system of equations
along with boundary conditions. This is the most fundamental premise of the
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Sobolev gradient method, and is the key idea that led to our success in treating
the Ginzburg-Landau equations which are characterized by multiple solutions
and a need for high accuracy (small tolerances defining convergence) and hence
a quadratic rate of convergence for efficiency ([23]).
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[19] J. Karátson, I. Faragó, Preconditioning operators and Sobolev gradients
for nonlinear elliptic problems, Comput. Math. Appl. 50 (2005) 1077–1092.
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